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Abstract

We extend the conventional approach to gender gaps, which typically focuses on
single outcomes such as wages or earnings, to multiple outcomes e.g. wages jointly
with leisure, health. This changes the view of overall gender differences. Drawing on
the literature on welfare and inequality measurement, we motivate a concrete class of
multivariate evaluation functions and show that this is the only class with some desired
properties. We examine its sensitivity to parts of the distribution and to the valuations
of attributes. We exploit decomposability by gender, single dimensions, interdependence
and counterfactual effects, to guide policy decisions and evaluation. The joint gender
gap in wages and leisure in the US is shown for the period 2005-2022. It differs from
the wage gap due to several negative effects of leisure: a slowing down of the downward
trend, larger differences at the bottom of the distribution than at the top, and an
increase in within-gender inequality for women. The contribution of the leisure gap to
the joint gap has increased over time.
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JEL classification: D30; I31; C02

1 Introduction

Interest in gender or racial gaps and other forms of inequities stems from a policy concern

for the well-being of target populations and considerations of resource allocation. The

dominant characterisation of subjects by wages or income as the sole indicator of overall

well-being is inadequate. It is by now well-known that non-monetary factors, in particular

leisure (Kahneman et al., 2004; Kahneman and Krueger, 2006; Kuykendall et al. 2018),

or health, are key components of well-being. The recent decades has seen an upsurge in

policy initiatives to evaluate well-being by better informed multiple indicators (e.g. Stiglitz

et al. 2010, OECD’s Better Life Index, Human Development Index). Francine Blau’s call
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for extending this approach to “gender gap” is apt: “First, it is important to use a wide range

of indicators of well-being, including not only labour market outcomes such as wages and

occupations, but also time available for leisure, the level of family income (...) to provide a

more complete picture of changes in women’s well-being” (Blau 1998). However, more than

20 years later not much has changed: “While a growing literature has developed examining

multidimensional measures of well-being that jointly consider income and other factors, there

has been no development for the gender gap.” (Maasoumi and Wang 2019).

We consider the joint distribution of wages and leisure for men and women. This poses

a central challenge of defining “the gap” in multiple dimensions. Any scalar value function

(an index for monitoring policy performance and general outcomes) defining the gap in-

volves two types of challenging and subjective aggregations. One is the choice of subjective

social aggregators over individuals; the other is aggregation over dimensions of well being

(utility defined over several dimensions which may not be monetised). In response, our first

contribution in this paper is a methodological examination of these issues, and proposing

plausible measures of multidimensional “Gap”. We note that summary “quantile gap” and

similar devices are challenged since there is no established notion of a multivariate quantile.1

Similarly, reporting multiple simple means or univariate indices (and percentiles) to repre-

sent multivariate distributions of outcomes suffers from the omission of the consequences of

dependence and from a rather extreme, implicit assumption of infinite substitutability of

outcomes (and interpersonal comparisons of well-being). Fortuitously, a rich literature in

inequality, poverty and welfare measurement can provide workable frameworks for mean-

ingful aggregation of multiple outcomes; see, for example, surveys by Chakravarty (2009);

Aaberge and Brandolini (2015). Our first contribution is thus to leverage this framework to

define “the gap”. We also provide a considerable derivation of policy relevant decompositions

of our proposed gap functions. The paper bridges the gap between the formal literature of

welfare and inequality measurement and the gender gap literature.

The addition of another outcome may be expected to alter, or produce more nuanced

views of gender comparisons. For example, if women have a large leisure advantage over men,

the overall gender gap may be narrower than in wages. Wage and leisure may compensate

for each other differently in different parts of a distribution, and by gender. Lower wages

may lead to more domestic work (less leisure) because fewer market substitutes can be

bought (Gronau 1977); on the other hand, time constraints may prevent people from getting

better jobs, making wage and leisure more interdependent. Such interdependencies are

important in distributional comparisons (Atkinson and Bourguignon 1982). Insight is lost if

the focus is only (or separately) on wages, and comparisons are by simple means or selected

percentiles. It is thus important to consider multiple outcomes, to consider them jointly

and in a distribution-sensitive manner. We show how to do this in two steps. Firstly, we
1Significant literature has, however, developed in recent years, which we describe later on.
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show how to evaluate men’s and women’s joint distributions of wages and leisure using

well-known tools from multivariate welfare and inequality literature. The joint gender gap

is the difference between suitable evaluation functions of two multivariate distribution of

outcomes. Secondly, we show how to decompose the joint gap into the contribution of

observed and known characteristics, and the unobserved or implicit portion of the joint gap.

In addition, we provide a decomposition of the gap by contribution of each outcome, and

their dependence.

Lastly, we conduct a detailed empirical examination of “the gender gap”, in wages and

leisure for the US data. The empirical literature has focused on wages or time spent in

different activities as separate outcomes. Beblo and Robledo (2008) are an exception in that

they analyse both gaps, but their focus is very different from ours. They are interested in a

decision-making process within couples and develop a theoretical non-cooperative model to

explain how wage and leisure gaps arise within couples.2 The addition of leisure to obtain

a more complete picture of gender differences in well-being is natural given that leisure and

money are the main drivers of life satisfaction (Diener and Oishi 2000; Krueger at al. 2009,

Mogilner et al. 2018).

1.1 The axiomatic approach

Since the seminal contribution of Atkinson (1970), the desirability of transparent analyses

of normative judgments which underlie all evaluative measures has been acknowledged. For

instance, “averages” give equal weight to all percentiles/quantiles (which assumes they are

infinitely substitutable); reporting a few percentiles (as is usually done and helpful), at-

taches zero weight to others and leaves a void as to formation of metrics for monitoring

policies and outcomes. The subjectivity and lack of uniqueness of any implicit or explicit

measure is, however, not an “open problem”! Arrow’s impossibility theorems speak clearly

to that lack of uniqueness problem as a natural state. The response, at least since Atkinson,

has been to transparently state plausible axioms (which may not command consensus) to

reflect reasonable requirements for any evaluative function/statistic. These axioms together

uncover particular measures. Following this axiomatic approach, we propose five intuitive

axioms that are desired properties of “the multivariate mean.” They are: (1) Monotonicity

(the better the outcomes, the higher ’the mean’), (2) Normalisation (if everyone has the

same value of both outcomes, the ’mean’ equals this value), (3) Subgroup consistency (if the

means and sizes of population subgroups do not change, population ’mean’ does not change),

(4) Ratio-scale invariance (comparisons of distributions do not depend on the units of mea-

surement, that is, it does not matter if income is measured in dollars instead of thousands

of dollars and leisure time is measured in minutes instead of hours). Although a welfare in-

terpretation of these properties is not necessary for our multivariate evaluation metric, they
2Some papers also analyse how leisure responds to changes in wages, e.g. Kimmel and Connelly (2007).
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are standard properties for multivariate welfare measures (see e.g. Bosmans et al. 2015,

Tsui 1995). We require an additional property: (5) Consistency (when individual outcomes

are aggregated into a scalar, which we later interpret as “individual utility”, the multivariate

evaluation functions does not change as long as the distribution of individual utilities does

not change). This last property gives rise to value functions that are commonly associated

with the “two-stage aggregation” functions (described below), but it is weaker than directly

imposing specific types of aggregation at each stage, which is often done (see e.g. Maasoumi

1986; Aaberge and Brandolini 2015). The conditions we propose are standard or milder than

those often found in the welfare measurement literature. Nevertheless, they prove to be suf-

ficient to restrict the class of possible value functions to a particular family. The obtained

multivariate mean is the only measure that has the five properties. In the formal measure-

ment literature, this is the strongest possible justification for its use. Moreover, the measure

has easily interpretable parameters such as individual welfare elasticities and distributional

sensitivity. The latter emphasises different parts of the distribution of individual welfare

while still taking account of the whole distribution and not just a few selected quantiles.

Our second methodological contribution is to provide decompositions of the multivariate

gender gap. The measure we use has an additional benefit of being attribute decomposable

(Proposition 2). Moreover, it is the only known welfare measure with this property (Abul

Naga and Geoffard 2006). Attribute decomposition allows us to decompose the joint wage-

leisure gap into gaps in each outcome and their interdependence. It also shows that the

multivariate valuation function is a specific mean of the univariate valuation functions and

the measure of the interdependence of the outcomes. The respective contributions can be

calculated. With gender gaps, another form of decomposition is also important, namely, a

decomposition into the “composition” and “structural” effects, based on comparing actual

and counterfactual distributions. Similar to the univariate setting, we define the bivariate

counterfactual distribution of women as obtained by integrating conditional distribution

(of both outcomes) with respect to the marginal distribution of men’s characteristics. The

definition of the multivariate counterfactual is consistent with the univariate definition in

that the univariate counterfactual can be recovered from the multivariate one (Proposition

3). A composition effect results from a change in the distribution of covariates and shows

the importance of measured factors (skills) in explaining the differences. A structural effect

is attributed to differences in “market returns” to skills from a change in the relationship

between covariates and outcome, that is, a change in the outcomes’ conditional distribution,

the unexplained portion of the gap.3 The gaps using obtained welfare or equality indices

are immediately decomposable in this way. When both forms of decomposition are possible,

the gap can be decomposed into six additive terms (Proposition 4): the structural effect of
3In the current context, the latter can signal many things, including gender discrimination in the labour

market, but also the impact of decision-making processes within couples (Beblo and Robledo 2008) or of

norms and psychological traits (Bertrand 2011, Croson and Gneezy 2009).
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the first outcome, the structural effect of the second outcome and the structural effect of

dependence, and the same for composition effects.

1.2 Empirical application

We apply the developed toolbox to the analysis of The American Time Use Survey (ATUS)

in years 2005-2022.4 The survey provides detailed information on how individuals use their

time over a 24-hour period called the “diary day” as well as socio-demographic information.

The outcome variables are daily leisure time and hourly wage.

There are joint gaps in wages and leisure that favor men throughout the whole period,

equal on average -15.8%, that is, women’s welfare is lower than men’s by 15.8%.5 These

gaps narrow only slightly over time (from -16.2% in the first decade to -15.2% in the last 8

years). A similar comparison for the wage gap shows twice as large a decrease (from -19% to

-17%) and for the leisure gap there is almost no change. Thus, the addition of leisure time

weakens the already weak decreasing trend for the pay gap. The joint gender gap is larger

when we increase the sensitivity to the bottom of the distribution (-17.5%) than to the top

(-15%). This is the opposite of the wage gap and in line with the trend for the leisure gap.

The differences in dependence patterns are generally close to zero, but somewhat larger at

the bottom, which, together with the leisure gap, explains why the joint gap is larger at the

bottom. The dependence gap at the bottom signals that men are slightly more able than

women to increase their welfare by substituting wages for leisure. Thus, overall, the addition

of leisure time increases the gender gap for the welfare poor and reduces it for the welfare

rich for whom the leisure gap (-13%) is significantly smaller than the wage gap (-18%). The

contribution of the wage gap has decreased over time, so that the joint gap is now more

determined by the leisure gap than in the past. This best justifies extending gender analysis

beyond pay.

Within-gender wage equality is higher for women than for men, so that women’s lower

wages are to some extent compensated by a more equal distribution. This effect disappears

when we add leisure, as within-gender leisure equality is lower for women than for men, and

as a result the joint equality is also slightly lower for women. Gender gaps are determined

very differently across racial groups. In the white group, wage gaps dominate leisure gaps

throughout the period, while in the non-white group they are more similar. Thus, joint

gaps are significantly higher for whites (-17%) than for non-whites (-13%). Similarly for

childbearing, the wage and leisure gaps diverge for those with children, with the wage gap

being much larger (-24% vs. -14%), and are very similar for those without children (-13%).

There is a child penalty for women, as the gender gap is much larger in the latter group
4We did not use the first two waves because of missing variables.
5The values of the gap are negative, because we subtract men’s welfare from women’s and express it as

a percentage of women’s welfare.
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(-19%) than in the former (-13%). The penalty mainly takes the form of a worse wage

distribution for women with children.

Counterfactual effects are estimated using the DiNardo et al. (1996) procedure. This

involves a non-parametric estimate of the joint wage and leisure distribution and an estimate

of the re-weighting factor to map women’s distribution of characteristics into men’s. The

obtained composition effects in wages are negative, meaning that it would be beneficial for

women to have a distribution of characteristics more similar to that of men, less so, however,

for the high earner females. On the other hand, composition effects in leisure are always

positive, meaning that women would have less leisure if their distribution of characteristics

were replaced by that of men. This is partly due to the fact that men report spending more

time on work and work-related activities than women, which clearly reduces leisure time.

The structural effects on both wages and leisure are negative and larger than composition

effects. For leisure, this is most likely the effect of housework. Observationally equivalent

men and women who report zero hours of work on the diary day, still have different amounts

of leisure time.

1.3 Literature review

As mentioned above, we combine two strands of literature: the formal literature on inequality

and welfare measurement, and the theoretical and empirical literature on gender differences.

Regarding the former, the axiomatic approach that we follow has dominated the field since

the seminal contributions of Atkinson (1970) and Kolm (1969). Its appeal lies in the fact

that the arbitrariness of the measures is reduced by the fact that their functional forms

are not imposed ad hoc, but are derived from more fundamental properties that express

what constitutes welfare and inequality. This makes explicit the ethical judgements that

are present in any distributional measure. Selezneva and Van Kerm (2016) and Maasoumi

and Wang (2019) highlight this aspect in the context of wage gaps. Maasoumi and Wang

(2019) also present a decision-theoretic framework for the choice of evaluation metric. We

extend their reasoning to multiple outcomes, but also develop the argument much further

utilizing previous results from mathematics and economics (Aczél et al. 1986, de Finetti

1931, Tsui 1995). Proposition 1 extends the theoretical literature on welfare measurement.6

For a special case of discrete uniform distribution, Seth (2013) considers the class which is a

natural generalisation of ours, namely, in the first stage it has a more general utility function,

CES instead of Cobb-Douglas. Thus, although our analytical framework is much more

general, his work may provide some inspiration for future extensions. We refer the reader

to the surveys in, for example, Chakravarty (2009), Decancq and Lugo (2013), Aaberge and
6Characterisations of generalised means, especially in the univariate case, are popular in the welfare and

inequality measurement literature (e.g. Foster and Székely 2008), but we have not come across a result like

ours.
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Brandolini (2015) for a thorough treatment of the theoretical measurement literature, which

is extensive. The empirical literature implementing multivariate indices is also very rich

and, in addition to income, is interested in outcomes such as life expectancy (Bourguignon

and Morrisson 2002, Decancq et al. 2009), education (Bosmans et al. 2015) or well-being

over the life cycle, which is also multidimensional (Aaberge and Mogstad 2015), among

others. The typical interest of such analyses is, as here, how the addition of other non-

monetary outcomes changes our view of the situation compared to the case where only a

single monetary outcome is considered. A number of multidimensional indicators have also

dominated the policy arena in recent decades, such as the well-known Human Development

Index and the OECD’s Better Life Index. Despite the proliferation of multidimensional

indicators in empirical and policy research, we have not found their applications in the

study of gender gaps, which this paper seeks to remedy.

While there is not a contribution in the empirical literature on gender gaps to which

we can directly compare, the literature has provided a lot of evidence that distributions of

wages and leisure differ by gender. In terms of wages, women are catching up with men

(Blau and Kahn 2017, Goldin 2014), but the trend is weak in the 2000s (Maasoumi and

Wang 2019), which we also observe. We also observe similar variability around this weak

trend, or less convergence at the top and larger wage gaps among whites than non-whites, as

in Maasoumi and Wang (2019). Gender gaps in time allocation is a topic that has attracted

interest from across the social sciences (Becker, 1965; Layte 1999; Akerlof and Kranton,

2000; Baker and Jacobsen, 2007; Stratton, 2012; and many others). Men have been shown

to spend more hours in the market and less in unpaid domestic work than women (Aguiar

and Hurst 2007, Craig and Mullan 2011, Gimenez-Nadal and Sevilla 2012, Kolpashnikova

et al. 2018, Gimenez-Nadal and Molina 2022 and others). However, the overall burden is

higher for women, resulting in less leisure time (Campaña et al 2023), as is the case here.

The paper also relates to the active field of research on multivariate extensions of quan-

tile and distribution regression. The quantile gap is a standard definition of the wage gap,

and quantile and distribution regression are often used to estimate the counterfactual distri-

bution (Fortin et al. 2011; Chernozhukov et al. 2013). Multivariate extensions of quantiles

are difficult, but in recent years there have been influential contributions by Carlier et al.

(2016) and Chernozhukov et al. (2017). Drawing on Monge-Kantorovich optimal transport

theory, they define multivariate quantiles based on transport maps between a distribution

of interest and a reference distribution, e.g. a multivariate uniform over the unit ball or the

unit cube. Carlier et al. (2016) also define multivariate quantile regression, called vector

quantile regression (in a linear setting).7 Such defined quantiles, however, no longer possess

a relation to the cumulative distribution function. This has been the point of critique for
7This is an ongoing area of research and, to our knowledge, has not been widely applied. We found a

recent application of the related vector quantile autoregressive model (Chavleishvili and Manganelli 2024).
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Klein and Kneib (2020) who base their construction on inverting the joint cdf. However,

they have not yet developed conditional quantile and regression models. Multivariate ex-

tensions of a distribution regression are even more recent. Wang et al. (2023) work with

one continuous and one discrete outcome. The latter is used as a covariate to decompose

the joint into two univariate conditional distributions. This comes at the cost of assuming

that one outcome linearly shifts the other outcome. Klein et al. (2022) transforms the

outcomes so that they have a known distribution e.g. multivariate normal. This causes

difficulties in the interpretation of coefficients. The software for transformation models is

in the experimental stage (Kneib et al. 2023). In an unpublished manuscript, Meier (2023)

models the multivariate conditional distribution directly as a distribution regression that

links with covariates via various link functions. Cahn (2022), in an also unpublished paper,

uses univariate distribution regression to estimate marginal counterfactual distributions and

binds them with an empirical copula. In summary, these active areas of research can provide

new methods for estimating multivariate and multivariate counterfactual distributions. Our

evaluation indices can be computed for such distributions, just as in the univariate case (see

e.g. Chernozhukov et al. 2013).

The rest of the paper is organised as follows. In Section 2 we develop a theory of

evaluating multivariate distributions which serves as a basis for measuring multivariate gaps

and in Section 3 we deal with its decomposition. We apply this methodology to the data in

Section 4 and compute gender gaps in wages and leisure in the United States. Finally, we

conclude (Section 5).

2 Evaluating multivariate distributions

Let Fd denote the space of all d-variate distributions with compact and positive support

Yd ⊆ Rd
+.8 Most of the analysis is conducted using d = 2 (in which case we have F2)

and sometimes d = 1 (then for F1).9 We have two populations, of men (denoted 0) and

women (denoted 1). For each population k = 0, 1, there is a random dx-vector Xk of

covariates and a random d-vector Yk of outcomes. For d = 2, we write Yk = (Y 1
k , Y

2
k ). We

denote the support of Xk by Xk ⊆ Rdx . The conditional distribution functions FY0|X0
(y|x)

and FY1|X1
(y|x) describe the stochastic assignment of wages and leisure to individuals with

characteristics x, for men and women, respectively. Let F0|0 and F1|1 represent the observed

distribution function of wages and leisure for men and women and F 1
0|0, F

1
1|1 and F 2

0|0, F
2
1|1

denote, respectively, their first and second marginal.

8From the outset, we limit our consideration to positive random variables. However, a significant pro-

portion of the proof of the main result can be conducted without such a restriction. Nevertheless, the final

result is valid for positive values. Therefore, to avoid confusion, we introduce this restriction from the outset.
9Extension to any number of outcomes is straightforward; see Appendix A.
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Definition 1. The multivariate gap is defined as F1|1 −F0|0 and the multivariate gap using

the evaluation function ν is defined as ν
(
F1|1

)
− ν

(
F0|0

)
, where ν : F2 7→ R+.

Similarly to the univariate setting (e.g. Chernozhukov et al. 2013), the multivariate

gender gap is the difference between observed distributions of wages and leisure between

men and women. Typically, however, the gaps are quantified and presented using some

evaluation function ν such as, for example, the simple mean or the inequality index. One

of the key questions is what form ν should take, which is really the question of the basis

on which distributional comparisons should be made. As mentioned in the introduction, in

order not to impose an arbitrary measure, we approach this question axiomatically. That

is, we postulate a few properties which a reasonable multivariate evaluation function should

fulfill. Underlying them is the intuition that the evaluation function is “the multivariate

mean”, i.e. if our framework were univariate, a simple mean as the most commonly used

statistic should fulfil these properties. We will denote by W a statistic that has these

properties.10

We require thatW : F2 7→ R+ has the following properties: (1) it is monotone (increasing

the probability of better outcomes increases W ); (2) it is normalised (if everyone has the

same value of both outcomes, so that the distribution is perfectly equal, then W is equal to

this value); (3) it is subgroup consistent (W is unchanged when one of the two subgroups of

the distribution is replaced, in the same proportion, by another one with the same mean),

(4) it is ratio-scale invariant (the ranking of distributions induced by W does not change

if outcomes are proportionately re-scaled) and (5) it is consistent (when the distribution

of joint outcomes is transformed into a distribution of a scalar indicator, the value of W

does not change if the distribution of indicators does not change). Monotonicity naturally

states that the better the outcomes, the higher the value of the aggregate statistic. For

example, in a unidimensional setting, an income distribution that first-order stochastically

dominates another one has a higher mean income. Here, a similar condition concerns a

bivariate first-order dominance. Normalisation is a condition that induces cardinalisation

of W in the most natural way; in a perfectly equal distribution, the ‘mean’ value is the

common value. Subgroup consistency ensures consistency between the population level of

W and its levels in population subgroups. It rules out situations when the population level

W shows an improvement despite worsening in one subgroup with the rest of the population

unaffected. Ratio-scale invariance states that the ranking of distributions induced by W

does not change if, for instance, incomes are measured in dollars instead of thousands of

dollars and leisure time in minutes instead of hours. That is, the ranking of distributions

does not depend on the units of measurement. This is a convenient property that removes

the problem of transforming variables to the same unit of measurement, which is necessary
10We use the terms “multivariate statistic/evaluation/value function” interchangeably. We denote it by

W as we will later relate it to the welfare function approach of Atkinson (1970).
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for many measures (e.g. a famous Human Development Index) but is known to affect the

results.11 These properties are standard in the literature (e.g. Tsui 1995, Foster and Székely

2008). Finally, Consistency opens the way for the aggregation of bivariate outcomes, with

which W is consistent.

The five properties are sufficient to provide us with a specific class of multivariate eval-

uation functions, as the following proposition shows. Its formal statement and the proof are

given in Appendix A.

Proposition 1. W : F2 7→ R+ is monotone, normalised, subgroup consistent, ratio-scale

invariant and consistent if and only if W is of the form12

W (F ) =

(ˆ (
yα1 y

1−α
2

)ϵ dF
) 1

ϵ

, (1)

where α ∈ (0, 1) and ϵ ̸= 0 is an arbitrary constant.13

Proposition 1 states that a few properties are enough to pin down the class of evaluation

functions by which two distributions can be compared. Each member of (1) satisfies these

properties, but more importantly, this is the only class of measures that satisfies them. If

only one deems the five properties as reasonable properties for the evaluation of a mul-

tivariate distribution, then (1) emerges as the only possible class of measures. In accor-

dance with the intuition underlying the axioms, W has the form of the multivariate mean

g−1
(´
g(ψ(y1, y2))dF

)
with the aggregator function ψ.14 The properties reduce g and the

aggregator ψ to specific functional forms making W a composite of the power mean and the

weighted geometric mean. Such multivariate generalised mean will be used to compare men

and women distributions in what follows.

2.1 Decision-theoretic foundations of the evaluation function

The multivariate evaluation function such as W can be given a natural interpretation within

the decision-theoretic framework with an impartial observer who evaluates distributions

of wages and leisure. Dalton (1920) is credited with the earliest attempt to connect the

evaluation functions of distributions with the preferences of a decision-maker. In this light,

W can be interpreted as reflecting the preferences of a utilitarian social planner, or of an

expected utility decision-maker if the distribution of wage and leisure is thought of as a
11Many authors use ratio-scale invariance to derive welfare functions e.g. Osborne (1976), Kaneko and

Nakamura (1979), Tsui (1995), Tsui and Weymark (1997).
12To be precise, also a degenerate additive utility u(y1, y2) = r1 ln y1 + r2 ln y2 is implied by the axioms,

however, we exclude this case as uninteresting as it a priori imposes independence of outcomes. Furthermore,

the integral in (1) could be multiplied by any constant b > 0, we set b = 1 for simplicity.
13W is defined for both α = 0 and α = 1, in which case it reduces to a univariate measure, which we use

in the empirical section. However, since we restrict the domain of W to be F2, we put α ∈ (0, 1).
14Different forms of g give different means, for example, g(t) = t gives the arithmetic mean, g(t) = tk, k ̸= 0

gives the power mean, here additionally with the aggregator function.
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realisation from a lottery F over which the agent has preferences formed ex-ante or “behind

the veil of ignorance” (Harsanyi 1955, Rawls 1971).15

In the welfare interpretation with which we continue, W is a two-stage welfare func-

tion, where in the first stage outcomes are aggregated via a Cobb-Douglas utility function

yα1 y
1−α
2 and then these individual utilities u are aggregated via a CES power function with

parameter ϵ,
(´
uϵdF

) 1
ϵ . Two-stage aggregation is a popular approach to measuring multi-

dimensional welfare (see e.g. Aaberge and Brandolini 2015); it originated with Maasoumi

(1986). The individual utility function does not have to coincide with any individual’s in the

population. It is the utility function used by a policy maker to convert individual outcomes

into an interpersonally comparable measure of well-being (see e.g. Gajdos and Weymark

2012). Thus, (1) is the value assigned to a distribution F by a decision maker. The second

stage aggregation is based on the family proposed in Atkinson (1970); ϵ is a distributional

sensitivity parameter. By changing it more attention is paid to different parts of the distri-

bution. As ϵ → −∞, more weight is attached to the smallest values of u and the opposite

for ϵ → +∞. Thus for ϵ < 1 the welfare gap will mostly be driven by gender differences in

the bottom, while for ϵ > 1 by differences at the top.16

Not only is W distribution-sensitive, but also association-sensitive, that is, sensitive to

correlation-increasing switches (Epstein and Tanny 1980). These are transfers of probability

mass towards the diagonal and off counter-diagonal, which increases correlation between

variables Y1, Y2 without changing their marginal distributions. Increasing correlation makes

it more likely that some individuals are deprived while others are privileged simultaneously

on both dimensions. Thus for poorer individuals increasing correlation lowers their ability to

substitute wage and leisure17 and hence the bottom-sensitive W (specifically for ϵ < 0) goes

down after the transfer, whereas top sensitive W (ϵ > 0) goes up, as the welfare of richer

individuals becomes higher.18 Negative association of outcomes indicating their substitution

increases bottom-sensitive W but decreases top-sensitive W .

Further in line with Atkinson (1970) and Rothschild and Stiglitz (1970), W (F ) is the

level of welfare that if equally attained by all individuals would yield the same social welfare

as F . This is parallel to certainty equivalent in decision under uncertainty. Hence, we can
15There are strong formal links between welfare and inequality (Atkinson 1970) and risk (Rothschild and

Stiglitz 1970). See Gajdos and Weymark (2012).
16In his seminal work, Atkinson (1970) considered only the bottom case and set the parameter equal to

-0.5 or -1. He also claims that “there is not necessarily any reason to change our views about the value of

ϵ simply because we have moved to a higher dimensionality”(Atkinson 2003, pp. 59). We use both positive

and negative values of ϵ to be sensitive to all parts of the distribution.
17This is the Auspitz-Lieben-Edgeworth-Pareto (ALEP) substitution (i.e. it concerns the utility function

properties in consumer theory) rather than the Hicksian substitution (i.e. it concerns the indifference contour

properties). For more discussion see e.g. Atkinson (2003).
18The division at ϵ = 0 comes from comparing the strength of distributional sensitivity parameter ϵ and

substitution parameter for the Cobb-Douglas utility function which is zero. Sensitivity to the top/bottom

has to be larger in magnitude than the substitution parameter (see e.g. Decancq and Lugo (2012).
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say that we compare men’s and women’s distributions by their implied multivariate certainty

equivalents. For ϵ < 1, this equivalent is lower than the maximum welfare achieved for the

perfectly equal distribution i.e. a distribution for which all probability is concentrated at a

point: mean wage and mean leisure. Then, the following equality measure θ : F2 7→ [0, 1]

obtains

θ(F ) =

(ˆ (
yα1 y

1−α
2

ȳα1 ȳ
1−α
2

)ϵ

dF (y1, y2)

) 1
ϵ

, (2)

where ȳ1 :=
´
ydF1 denotes the mean of Y1 (similarly for ȳ2) and ϵ < 1, ϵ ̸= 0 can be inter-

preted as the degree of social inequality aversion. This is a multidimensional generalisation

of the Atkinson (1970) equality measure derived by Tsui (1995). θ < 1 means that because

of inequality in F less than the mean value of each attribute is needed to generate the same

welfare as in F . We can write W (F ) = W (δȳ1,ȳ2) × θ(F ), where W (δȳ1,ȳ2) is the men-

tioned welfare for the perfectly equal distribution concentrated at a point (ȳ1, ȳ2).19 Thus,

W trades off efficiency (W (δȳ1,ȳ2)) and equality (θ) concerns. The evolution of W (δȳ1,ȳ2)

shows the average performance, but hides that some individuals may suffer from regress

while others enjoy beyond average progress. This is picked up by θ. Both W and θ will be

used to define gender welfare and equality gaps.

3 Decomposition of the multivariate gap

Similarly to how pay gaps are defined in the literature, we define welfare and equality gaps

in log scale. The welfare gap is defined as ln(W (F1|1))− ln(W (F0|0)), while the equality gap

is defined as ln(θ(F1|1))− ln(θ(F0|0)). ln(W (F1|1))− ln(W (F0|0)) provides an approximation

of the percentage change W1|1−W0|0
W0|0

– the difference in women’s and men’s welfare as a

percentage of women’s welfare. In a subsequent section, we will be able to decompose these

gaps in detail by utilising the following useful property of ln(W ) and ln(θ).

Proposition 2. Let us denote r1 := αϵ and r2 := (1 − α)ϵ. W in (1) is attribute decom-

posable as follows

ln(W ) =
r1

r1 + r2
ln(W1) +

r2
r1 + r2

ln(W2) +
1

r1 + r2
ln(κ), (3)

where

W1(F
1) =

(ˆ
yr11 dF1(y1)

) 1
r1

welfare 1st outcome

W2(F
2) =

(ˆ
yr22 dF2(y2)

) 1
r2

welfare 2nd outcome

κ(F ) =

´
yr11 y

r2
2 dF (y1, y2)´

yr11 dF1(y1)
´
yr22 dF2(y2)

measure of association.

19δ denotes Dirac measure.
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θ in (2) is attribute decomposable as follows

ln (θ) =
r1

r1 + r2
ln (θ1) +

r2
r1 + r2

ln (θ2) +
1

r1 + r2
ln (κ) , (4)

where κ is as above and

θ1(F
1) =

(ˆ
yr11
ȳr11

dF1(y1)

) 1
r1

equality 1st outcome

θ2(F
2) =

(ˆ
yr22
ȳr22

dF2(y2)

) 1
r2

equality 2nd outcome

First note the relationship between parameters, namely, α = r1
r1+r2

, 1 − α = r2
r1+r2

, that is,

α, 1 − α are normalised dimensional weights that sum to one. Furthermore, ϵ = r1 + r2.

Proposition 2 states that the logarithm of W is decomposable additively into the contribu-

tions of univariate welfare measuresW1,W2 and the measure of association κ. It shows that a

multivariate measure W is a particular mean of univariate measures and a dependance mea-

sure. Abul Naga and Geoffard (2006) show that κ increases following correlation-increasing

switch, which is what a reasonable measure of association should do. Furthermore, it is

easy to see that κ = 1 +
Cov(Y r1

1 ,Y
r2
2 )

EY r1
1 EY r2

2

. That is, κ is a function of covariance normalised

by EY r1
1 EY r2

2 . Therefore, Cov (Y r1
1 , Y r2

2 ) = 0 ⇐⇒ κ = 1 i.e. for uncorrelated variables, κ

equals 1. Furthermore, for positive variables, Cov (Y r1
1 , Y r2

2 ) < 0 ⇐⇒ κ < 1 (negatively

dependent variables) and Cov (Y r1
1 , Y r2

2 ) > 0 ⇐⇒ κ > 1 (positively dependent variables).

Consistent with what we said about correlation-increasing switches in the previous section,

we see from (3) that negative association increases W for ϵ < 0 and decreases it for ϵ > 0.

This is consistent with what we said about CIT, since CIT works to increase the correlation

(make it more positive). The second part of Proposition 2 states that the equality mea-

sure, denoted by θ, which was proposed by Tsui (1995), is attribute decomposable. This

provides the exact decomposition of the equality measure into three components: θ1, θ2,

which are the Atkinson’s (1970) unidimensional indices of equality and a measure of asso-

ciation κ. Decomposition is a desirable property of all aggregate measures, particularly in

the context of policymaking, where a decision-maker may wish to ascertain the sources of

observed aggregate values. From this perspective, an additional advantage of utilising W in

multivariate settings is that no other welfare functions are known in the literature that are

attribute decomposable. This property will be employed in the decomposition of the gaps.

We now turn to the decomposition of the multivariate gap into structural and compo-

sition effects. The analytical framework of the decomposition follows Chernozhukov et al.

(2013), modified for the case of two outcomes. Let F1|0 represent the counterfactual distri-

bution of wages and leisure that would have prevailed for women had they faced the men’s

distribution of characteristics FX0(x).

13



Definition 2. The multivariate counterfactual distribution F1|0 is defined as

F1|0(y) :=

ˆ
X1

FY1|X1
(y|x)dFX0(x) (5)

Such integral is well-defined if X0, the support of characteristics for men, includes X1, the

support of women’s characteristics, namely, X1 ⊆ X0. This distribution is called counterfac-

tual because it does not arise as a distribution from any observable population. Rather, it

is constructed by integrating the conditional distribution of both outcomes for women with

respect to the distribution of characteristics for men. This definition is consistent with a

univariate counterfactual distribution.

Proposition 3. Let F 1
1|0, F

2
1|0 denote marginals of the joint counterfactual distribution of

(Y1, Y2) i.e. the marginals of the distribution (5). Let FY1<1|0> and FY2<1|0> denote uni-

variate counterfactual distributions of, respectively, Y1 and Y2. We have

F 1
1|0 = FY1<1|0> and F 2

1|0 = FY2<1|0>.

Proposition 3 asserts that the cumulative counterfactual distribution of Y1 (and of Y2) is

the appropriate marginal cdf of the joint counterfactual distribution of (Y1, Y2). In other

words, the construction of counterfactual marginal distributions can be recovered from the

joint counterfactual distribution by taking its marginals, as would be required by the correct

definition of the joint counterfactual distribution.

Using the counterfactual distribution, the multivariate gap F1|1−F0|0 can be decomposed

in the spirit of Oaxaca (1973) and Blinder (1973).

Definition 3. The decomposition of the multivariate gap is

F1|1 − F0|0 =
(
F1|1 − F1|0

)︸ ︷︷ ︸
Composition effect

+
(
F1|0 − F0|0

)︸ ︷︷ ︸
Structural effect

, (6)

thus the decomposition of the gap using the evaluation function is

ν(F1|1)− ν(F0|0) =
(
ν(F1|1)− ν(F1|0)

)
+
(
ν(F1|0)− ν(F0|0)

)
. (7)

The difference F1|1 −F0|0 represents the overall effect, or gap, between the two groups. The

two effects on the right-hand side of equation (6) are referred to as counterfactual effects.

The first term, the composition effect, arises due to differences in characteristics between

men and women. The second term in brackets is due to differences in the wage and leisure

structure and is called the structural effect. It is important to note that these effects do

not necessarily have a causal interpretation without additional conditions. In particular, the

assumption of conditional exogeneity, selection on observables or unconfoundedness is often

invoked to interpret them as causal effects (see Chernozhukov et al. 2013).

In summary, the distributional effects, definitions and decomposition into counterfactual

effects are identical to those observed in the univariate setting. It is evident that W and θ
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can be decomposed in accordance with Definition 3. Moreover, by applying Proposition 2

and the decomposition (7), it is possible to obtain a precise decomposition of the gap.

Proposition 4. Let the parameters be as in Proposition 2. The welfare gap ln(W (F1|1))−
ln(W (F0|0)) can be decomposed as follows

ln(W (F1|1))− ln(W (F0|0)) =
r1

r1 + r2

(
ln(W1(F

1
1|1))− ln(W1(F

1
1|0))

)
composition effect for outcome 1

+
r2

r1 + r2

(
ln(W2(F

2
1|1))− ln(W2(F

2
1|0))

)
composition effect for outcome 2

+
1

r1 + r2

(
ln(κ(F1|1))− ln(κ(F1|0))

)
composition effect for dependence

+
r1

r1 + r2

(
ln(W1(F

1
1|0))− ln(W1(F

1
0|0))

)
structural effect for outcome 1

+
r2

r1 + r2

(
ln(W2(F

2
1|0))− ln(W2(F

2
0|0))

)
structural effect for outcome 2

+
1

r1 + r2

(
ln(κ(F1|0))− ln(κ(F0|0))

)
structural effect for dependence

The equality gap ln θ(F1|1) − ln θ(F0|0) can be decomposed in the same way, but instead of

W1 and W2 we put θ1 and θ2 as in Proposition 2.

Proposition 4 combines decomposition by attributes and decomposition into structural and

composition effects. Due to the properties of W and θ described in the previous paragraphs

both forms of decomposition are possible. Combining them leads to a comprehensive decom-

position in which a separate structural and composition effect can be distinguished for each

outcome and for the measure of dependence. Given an additive decomposition, different

effects can be calculated, such as the share of the composition and structural effects or the

dependence in the total gap, and many others.

A comment is necessary. The simplicity of the obtained decomposition is due to the form

of W and to the definition of the gap using ν (Definition 1). This gap is such that first the

relevant statistic of a given distribution is evaluated, and then the difference of the statistics

of both distributions is taken. We can call this approach “aggregation first, then differences”.

However, there may be the opposite approach, where the differences are taken first and then

aggregated. Formally, then an aggregate measure ρ : F2 7→ R is such that ρ(f1|1 − f0|0), or

more generally ρ(f1|1, f0|0). Statistical distance measures are such. As noted by DiNardo et

al. (1996), they can actually provide more information about the shapes of two distributions

than measures such as ν by directly aggregating the distributional differences. The general

form of their decomposition is

ρ(f1|1, f0|0) = ρ(f1|1, f1|0) + ρ(f1|0, f0|0). (8)

Note that (8) is different from (7): ν is a function of one distribution, whereas ρ is a

function of two distributions. Consequently, while the decomposition using ν is trivial, the

decomposition using ρ holds only under a restrictive condition, as Proposition 5 shows.
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Proposition 5. ρ is decomposable in the form (8) if and only if ρ(f1|1, f0|0) = g(f1|1) −
g(f0|0), where g is some function. Furthermore, if (8) admits a more specific but still very

general form ρ(f1|1 − f0|0) = ρ(f1|1 − f1|0) + ρ(f1|0 − f0|0), then ρ is a linear function (of

then one variable).

We can see from Proposition 5 that the restrictions on the form of the decomposition using

two distributions are very restrictive. If the decomposition is specifically the difference of

the distributions, then only linear functions are allowed. In general, the decomposition boils

down to (7) and a measure such as W can be used.20

4 Empirical illustration

We apply the developed methodology to analyse the wage-leisure gap in the US using data

from the American Time Use Survey (ATUS). The ATUS is an annual questionnaire, first

conducted in 2003, that draws repeated cross sections from the Current Population Survey.

Each selected household is interviewed about its time use during a 24-hour period called

a “diary day”. The interview provides a precise estimate of the minutes spent on different

activities. The data also include socio-economic and demographic information. Our sample

includes employees (excluding the self-employed) who report non-zero leisure time and non-

zero wages in the years 2005-2022. We use 99.5% winsorisation for the wage distribution

and drop observations with more than 1000 minutes of leisure time (i.e. a few observations

per year). The average sample size in each year is 5184 observations; 47% of the sample is

female. The outcome variables are hourly earnings in US dollars21 and daily leisure time in

minutes. Hourly wages are calculated by dividing weekly earnings by the number of hours

worked per week. Leisure time is calculated as the sum of time spent on the following

activities: socialising, relaxation and recreation, sport, exercise and rest. It corresponds to

the Leisure 1 in Aguiar and Hurst (2007), excluding gardening and time spent with pets,

which are coded as housework in the ATUS.

Over the period analysed, the average hourly wage is 26.8$ and the average leisure time

is 247 minutes; for men these are 29$ and 263 minutes respectively, and for women 24$ and

228 minutes. Thus, there are significant gender gaps in both average wages and leisure.

Looking at longer-term averages, the wage gap has narrowed from -19.5% in the first 10

years to -17.7% in the next 8 years, while the figures for the leisure gap are the same (-14%).

20A well known example of ρ is the Kullback-Leibler divergence between two densities f and f̃ : KL(f, f̃) =´ [
f(y)− f̃(y)

]
ln f(y)

f̃(y)
dy. It is easy to show that the Kullback-Leibler divergence is not decomposable as

in the decomposition (8). We have KL(f1|1, f1|0) + KL(f1|0, f0|0) =
(´ [

f1|1(y)− f1|0(y)
]
ln

f1|1(y)

f1|0(y)
dy

)
+(´ [

f1|0(y)− f0|0(y)
]
ln

f1|0(y)

f0|0(y)
dy

)
̸=
´ (
f1|1(y)− f0|0

)
ln

f1|1(y)

f0|0(y)
dy = KL(f1|1, f0|0).

21Adjustment for inflation does not matter for the log differences of scale-invariant measures, because

constants cancel out. However, for descriptive statistics and density calculations, we adjust wages using the

constant 2022 US dollars.
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The last few pandemic years are exceptional in that both gaps have decreased considerably.

In 2022 the wage gap was -14.5% while the leisure gap -9%. The correlation between wage

and leisure is negative for both men and women, but on average very small: -0.03 for women

and -0.07 for men, so the substitution between wage and leisure is slightly stronger for men.

This suggests low overall dependence, but does not exclude situations where dependence is

stronger in different parts of the distribution, which our measure picks up. There is no trend

in the correlation over time. These few statistics provide only a snapshot of the complex

differences between two multivariate distributions over time. An aggregate measure such as

(1) takes account of all the complexities while providing a ranking of the distributions.

Figure 1 shows the contour plots of the wage-leisure density in 2005 and 2022 for both

sexes. In 2005, the dominant value for men has a higher wage and leisure value than the

dominant value for women. The two contours have a different shape; the joint distribution

for men shows more substitution between wages and leisure, which is confirmed by the

most negative correlation (-0.11) over the whole period. In 2022, the contour for women has

become more similar to that for men. It has increased in both directions, but more for wages

than for leisure. The dominant value for leisure is similar in 2022 and in 2005. On the other

hand, the dominant value for wages is similar for men and women in 2022, an improvement

compared to 2005. The distribution for men has also widened in both directions. Whereas

in 2005 high leisure time was mainly enjoyed by employees at the lower end of the spectrum,

in 2022 it is more diversified. On the other hand, part of the distribution has widened

along relatively low leisure values combined with high wages. Looking at the marginal wage

densities ((c) and (g)), we can clearly see that the distributions have moved closer together,

although women’s wage density is still worse than men’s across the whole spectrum. Looking

at the distributions of leisure time ((d) and (h)), it is difficult to judge whether the overall

differences between men’s and women’s distributions have narrowed, but they have narrowed

at the top of the distribution. They also appear to be higher at the bottom in 2022 than in

2005.

Let us now turn to the analysis of the whole period using the proposed class of welfare

measures (1). We start by assuming that individual welfare elasticities in wages and leisure

are equal, α = 1−α = 0.5; later we remove this assumption. Figure 2 shows the welfare gaps

(female - male) in wages and leisure computed for different values of the sensitivity parameter

ϵ: (a) bottom-sensitive case: ϵ = −3,−2,−1; (b) neutral case: ϵ = 1 and (c) top-sensitive

case: ϵ = 2, 3. If the value of ϵ is not explicitly reported, case (b) should be assumed.

First and foremost, there is a negative welfare gap between women and men throughout

the period. Varying the sensitivity parameters does not reverse the negative sign; women’s

welfare is lower than men’s by on average 15.8%. In the first 10 years it was -16.2% and in

the next 8 years -15.2%. This is mainly due to the impact of the pandemic, during which

the gap shrank to -13.4%. As will be seen later, the pandemic years are associated with
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Figure 1: Male and female density of wages and leisure in 2005 and 2022

(a) Female joint density (2005) (b) Male joint density (2005)

(c) Marginal wage density (2005) (d) Marginal leisure density (2005)

(e) Female joint density (2022) (f) Male joint density (2022)

(g) Marginal wage density (2022) (h) Marginal leisure density (2022)

Note: In subfigures (c), (d), (g) and (h) black line denotes women and red lines denotes men. Own calculations
based on The American Time Use Survey in years 2005 and 2022.

18



changes not only in means, but also in correlations and equality values compared to the rest

of the period. The overall slight downward trend holds for ϵ ≥ −1, but with considerable

variation. For the other bottom-sensitive parameters (ϵ = −2,−3) there is no narrowing of

the gap. Second, welfare gaps are on average larger at the bottom of the distribution than

at the top: varying ϵ from −3 to 3 the gaps are -16.9%, -17.5%, -16.8%, -15.8%, -15.5%

and -15.2%, so that the value of the ’neutral gap’ is actually closer to the upper gap. There

are periods of greater divergence, such as the pre-recession (2005-2007) and pandemic years

(2020-2022), when the lower and upper gaps vary between -20% and -14% respectively, and

a decade of greater convergence following the recession (2008-2019), when both gaps are

around -16%/-15% (Figure 3).22

Both univariate gaps are negative throughout the period (Figure 3). At the beginning of

the period and during the pandemic, the wage gap has visibly decreased, so that the change

from year to year is considerable: from -0.25% in 2005 to -13% in 2022, but the last year

is the effect of the pandemic; the average gap in the first decade is -19% and then in the

next almost decade (8 years) it is -17%. Nevertheless, it is true that between 2005 and 2022

the wage gap decreases for all parameter values. The leisure gap does not change as much

(-11% in 2005 and -9% in 2022) and even increases for the lower sensitivity parameters, in

line with our preliminary observations on densities (Figure 1). As a result, the joint gap was

more determined by the wage gap in the past than it is now. In 2005, the contributions of

the wage gap and the leisure gap were 70% and 31% respectively and in 2022 they were 57%

and 40% respectively. Dependence gap contributed, respectively, -1% and 3%. Of course,

if a much higher weight is given to wages (α = 0.8), the joint gap becomes more like the

wage gap (Figure 6 in Appendix B), and the opposite is true if a higher weight is given to

leisure (1− α = 0.8). The respective contributions increase, but the trend is the same: the

contribution of the wage gap decreases (from 90% in 2005 to 82% in 2022) and that of the

leisure gap increases (from 10% in 2005 to 16% in 2022). This best justifies our motivation

to extend the gender analysis beyond wages. Furthermore, the joint gaps behaves differently

than the wage gap at the top and at the bottom. The wage gap is smaller at the bottom

than at the top; -15.9% on average for ϵ = −3 and -17.9% for ϵ = 3. The opposite is true

for the leisure gap, where the corresponding values are: -16% and -13%. The joint gap, as

we described in the previous paragraph, also narrows towards the top. Therefore, if we were

to take wages as the sole indicator of well-being, we would conclude that the gender gap is

higher at the top than at the bottom. The inclusion of leisure time leads to the opposite

and even increasing the weight given to wages to α = 0.7 does not reverse this trend.

The dependence gaps are close to zero, so we do not show them in Figure 2. This means

that there are very small differences between men and women in patterns of wage and leisure
22We use “lower/upper gaps/tails” for brevity. As mentioned above, the measure takes into account the

whole distribution, but gives more weight to its different parts depending on the parameters.
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Figure 2: Joint, wage and leisure gaps (women-men) 2005-2002

(a) ϵ = −3 (b) ϵ = −2

(c) ϵ = −1 (d) ϵ = 1

(e) ϵ = 2 (f) ϵ = 3

Note: Figure contains gaps (women-men) calculated according to (1) for α = 0.5 and different values of ϵ and
univariate gaps calculated according to measures in Proposition 2. Own calculations based on The American Time
Use Survey years 2005-2022.
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Figure 3: Joint, wage and leisure gaps (women-men) 2005-2022: varying distributional

sensitivity

(a) joint (b) wage

(c) leisure

Note: Figure contains gaps (women-men) calculated according to (1) for α = 0.5 and different values of ϵ and
univariate gaps calculated according to measures in Proposition 2. Own calculations based on The American Time
Use Survey years 2005-2022.
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dependence, which is consistent with the very small differences in correlation we reported

earlier. The gap matters more at the bottom of the distribution, where the differences are

the largest and in most years positive, meaning that wage and leisure are more negatively

related for men than for women (Table 2 in Appendix B). Thus, in addition to lower wages

and leisure, women at the bottom are disadvantaged by a lower ability to substitute wage

and leisure, which decreases their welfare. This ultimately determines that the joint gap is

higher at the bottom of the distribution than at the top as the leisure gap and the wage gap

behave in the opposite way as described in the previous paragraph. Except in rare cases,

κ < 1 for both men and women, indicating substitution between wages and leisure across the

whole distribution and over time. As we said, this tends to increase W for bottom sensitive

parameters, and decrease for the top sensitive cases. The largest differences are as already

mentioned at the bottom and also during the pandemic e.g. in 2021 κ = 1.07 for women and

κ = 0.8 for women, so during the pandemic women’s ability to substitute wage and leisure

got even lower relative to men’s.

The Figure 4 shows equality gaps, i.e. differences in equality between the sexes. On

average over the whole period, the joint equality gaps are negative and small (less than

1%). Negative means that the distribution of women’s joint distribution is slightly more

unequal than that of men; there is, however, a lot of variation over time. A more consistent

behaviour is observed for the wage equality gap. With the exception of one year (2008),

these gaps are positive (around 1-2%), which means that within-gender wage equality is

higher for women than for men and even more so at the bottom of the distribution (by, on

average 2.7%). The leisure equality gap is similar in magnitude to the wage equality gap,

but with the opposite sign, hence the low values of the joint equality gap. Differences in

leisure equality are particularly disadvantageous for women during the pandemic (-2.2% for

ϵ = −2). Thus, if one were to look only at wage equality, one would conclude that despite

significant differences in mean wages, women are compensated by higher within-gender wage

equality, especially women at the bottom. However, when leisure time is taken into account,

this is no longer the case. Moreover, equality gaps do not appear to narrow over time,

whereas the welfare gap calculated at the mean (Figure 4 (d)), which is independent of

equality considerations, does. Thus, the slight convergence in welfare between men and

women is due to the convergence of mean values, in particular mean wages, rather than to

the joint distribution of women becoming more equal relative to that of men.

We also analyse welfare gaps in specific subgroups defined by variables such as race

(0-non-white, 1-white) and childbearing (0-none, 1-has children). For example, for the

race variable, we compute welfare gaps between women and men in the white subgroup

and in the non-white subgroup. We consider a bottom-sensitive case and the neutral case

(ϵ = −1, 1). In both race groups (Figure 5 (a)-(b)), the joint, wage and leisure gaps are

negative throughout the period, so that women experience lower welfare than men regardless

22



Figure 4: Equality gaps: varying the degree of inequality aversion

(a) joint (b) wage

(c) leisure (d) welfare gap at mean wage and leisure

Note: Figure contains gaps (women-men) calculated according to (2) for α = 0.5 and different values of ϵ < 1 and
univariate gaps calculated according to measures in Proposition 2. Figure (d) contains welfare gap computed at
women’s and men’s mean wages and leisure. Own calculations based on The American Time Use Survey years
2005-2022.
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Figure 5: Welfare gaps (women-men) 2005-2022 for subgroups

(a) whites, (ϵ = 1) (b) non-whites, (ϵ = 1)

(c) whites, (ϵ = −1) (d) non-whites, (ϵ = −1)

(e) has children, (ϵ = 1) (f) no children, (ϵ = 1)

(g) has children, (ϵ = −1) (h) no children, (ϵ = −1)

Note: Figure contains gaps (women-men) calculated according to (1) for α = 0.5, ϵ = 1 and ϵ = −1 and univariate
gaps calculated according to measures in Proposition 2 in subgroups defined separately by race and childbearing.
Own calculations based on The American Time Use Survey years 2005-2022.
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of their race. Apart from this, however, we observe a very different evolution of the gender

gaps in the two groups. While for the non-white group the wage and leisure gaps are similar

in size and both intersect at several points in time, for the white group they develop as

parallel lines, with the wage gap being much larger. As a result, the gender gap is higher for

whites (-17%) than for non-whites (-13%). With greater sensitivity to the bottom (Figure

5 (c)-(d)), there is almost no change for the white group, while for the non-white group the

wage and leisure gaps diverge more than before, leading to an increase in the joint gap (to

-15.6%). This suggests that whites occupy the upper parts of the distribution of welfare and

non-whites are over-represented in the lower parts.

A similar pattern to that for race is observed when comparing sub-groups defined by

childbearing (Figure 5 (e)-(f)). For men and women who have children, the wage and leisure

gaps evolve as parallel lines, with the wage gap being larger than the leisure gap (-24% and

-14%, respectively) and converging over time. On the other hand, for those without children,

the two gaps are very similar (both -13%). Dependence gaps are negligible; as a result, the

joint gender gap is -19% for the subgroup with children and -13% for the subgroup without

children. Thus, there is a child penalty for women; having children is associated with much

larger gender gaps. They are particularly large for the wage dimension and much smaller

for the leisure dimension. The latter may suggest that when a child reduces parental time

off, it is reduced for both parents and not just the mother, so that the leisure gap does not

widen much. The child penalty therefore mostly takes the form of a worsening of the wage

distribution for women relative to men. The overall picture is similar at the lower end of

the distribution (Figure 5 (g)-(h)).

The gaps analysed so far do not take into account differences in measured characteristics

between men and women. Let us now focus on the counterfactual gaps that do (Definition

3). A list of characteristics includes: (i) having a child of different ages (0 - no children, 1

- up to 5 years old, 2 - up to 13 years old, 3 - 13+ years old); (ii) working arrangements

(1- full-time); (iii) having a partner/spouse (-1 - none; 0 - partner working part-time; 1

- partner working full-time; 2 - partner unemployed); (iv) working time (time spent on

work and work-related activities reported on the day of the diary);23 (v) a diary day (1-

weekend). An extended list also adds level of education, race and area of residence. Table 1

in Appendix B presents weighted summary statistics for these or similar variables, averaged

over the period analysed, for the sample of employees (excluding the self-employed). The

respondent is on average 40.7 years old and has less than one child (0.78, 0.79 for men

and 0.77 for women). Men are more likely to work full time than women (87% vs. 74%).

63% (57%) of men (women) have a partner and 43% (48%) of men (women) have a partner

who works. To estimate counterfactual distributions, we use a multivariate version of the
23Note that this variable is not the same as hours worked. As a variable from the diary questions, work

time provides an accurate measure of hours worked on a single day, called the diary day.
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DiNardo et al. (1996) reweighting procedure, which can be implemented in the NP package

(Hayfield and Racine 2008). The counterfactual distribution (5) is obtained by the following

manipulation F1|0(y) :=
´
X1
FY1|X1

(y|x)ψ(x)dFX1(x), where ψ(x) = dFX0
(x)

dFX1
(x) is a reweighting

function that gives each value of x in the female distribution its corresponding weight in the

male distribution. The multivariate counterfactual density function can be estimated non-

parametrically using a kernel density estimation technique24 with sample weights reweighted

by ψ. The counterfactual density is then used to compute composition and structural effects

as in Proposition 4. ψ(x) is estimated by running a probit model for the probability of being

female givenX which includes variables (i)-(v). We also run the regression with the extended

list of variables and the results are similar, so we report the results for the base sample.25

Similarly to dependence gaps, dependence counterfactual effects are very small, so we

focus mostly on counterfactual effects for outcomes. Starting with the counterfactual effects

in wages (Table 3 in Appendix B) we make the following observations. Composition effects in

wages are negative, meaning that a change in the distribution of characteristics in favour of

men results in higher wages for women. However, they become smaller towards the top of the

distribution meaning that at the top male and female distributions of characteristics are more

similar. This is in line with the observation made by Maasoumi and Wang (2019) who using

Current Population Survey report even positive composition effects at the top in some years.

The structural effects on wages are also all negative indicating that observationally equivalent

women have lower wages than men. Structural effects are larger than composition effects in

almost every year and for all values of sensitivity parameters, in line again with Maasoumi

and Wang (2019). Traditionally considered variables such as education, experience, or region

now explain smaller shares of the wage gap than in the past (Blau and Kahn 2017). The

explanatory power is better at the bottom (ϵ = −2), where the composition effect is 42% and

the structural effect is 58% of the total counterfactual effect in wages, than at the top (ϵ = 3),

where the respective values are 21% and 79%. Wage differences due to discrimination and/or

other unmeasured factors are higher at the top.

The situation is different for leisure (Table 3 in Appendix B). Composition effects in

leisure are positive, meaning that women have a better distribution of leisure than coun-

terfactual women, i.e. women with the male distribution of characteristics. Changing the

distribution of characteristics to that of men results in less leisure for women. Consider, for

example, work time, i.e. time spent on work and work-related activities on the day of the

diary. 29% of the sample report zero work time on the diary day, but there is a difference

of almost 5 percentage points between men and women, i.e. more men than women report

non-zero work time. A change in the distribution of women’s working time towards men’s
24While this is easy to use, as a non-parametric estimator it can suffer from the curse of dimensionality.
25Education slightly attenuates the composition effect for wages, meaning that women have a better

distribution of education than men. We have also checked the results for the logit model and they are also

similar.
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naturally leads to less leisure time for women. The composition effects are similar in magni-

tude across the range of parameters, suggesting that gender differences in leisure are driven

by more similar factors across the distribution than are wage differences. The structural

effects in leisure time are negative, which means that observationally equivalent women are

in a worse situation than men. This means, for example, that women who report the same

amount of working time as men on the day of the diary have less leisure time. It is natural

to think that the difference is due to housework. For example, on the days when both men

and women do not work, women spend more time on housework and therefore have less free

time. Note that the composition effects for leisure and wages are similar in magnitude but

opposite in sign, so that the joint composition effect is close to zero (i.e. they add up in

Proposition 4). This may wrongly suggest that there are no observed differences between

the sexes for both wages and leisure, which is not the case. Therefore, these effects need to

be analysed in detail.

All in all, a simple application as here already shows that the inclusion of another

dimension of quality of life in addition to wages leads to a behaviour of the gender gap

that differs in several respects from that of the gender wage gap. The inclusion of leisure

time has the positive effect of reducing the gender gap at the top, where the leisure time

gap is smaller than the wage gap. At the bottom, however, it increases the gender gap

beyond the wage gap. If the policy maker is inequality averse (ϵ < 1), he or she will evaluate

these changes as a worsening of the gender situation compared to the situation when only

wages are considered. Taking leisure into account also slows down the weak but decreasing

trend in gender differences and washes out women’s advantage in terms of equality of their

distribution relative to men. As noted above, given the importance of leisure for quality of

life, it is natural to take leisure into account for wider gender differences, but also, as the

results show, empirically the importance of leisure has increased over time.

5 Conclusions

In this paper we address the problem of defining, measuring and decomposing gender gap

with multidimensional outcomes. Drawing on insights from the literature on welfare and

inequality measurement, we motivate a specific family of measures for assessing the mul-

tivariate distribution, which is the uniquely identified family with a number of desirable

properties. It is distribution and association sensitive, allowing it to capture complex fea-

tures of a multivariate distribution. It has a natural interpretation as a two-stage welfare

function. We show that a multivariate gap can be decomposed in several ways, providing

new insights for policy and empirical analysis. We also show that the univariate definitions

of gap and counterfactual effects can be naturally extended to multivariate ones.

The differences between multivariate distribution can be nuanced and complex. An

important implication for policy and empirical analysis is therefore to use measures that
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capture this complexity. Furthermore, the extension to multiple outcomes may change the

conclusions about gender differences drawn from single outcomes, as demonstrated in a

simple empirical examination. The main implication for policy is to include more outcomes

in the analysis of the gender gap, as has been done for many years in the analysis of well-

being, inequality and poverty. It is also important to examine gaps in population sub-groups

and to emphasise different parts of the distribution where they may be different, as empirical

analysis confirms. Not neglecting dependence and its variation along a distribution makes

it possible to identify areas where the greatest gains from reducing gaps lie, which is of

great interest for policy. Finally, the inclusion of non-monetary outcomes may require new

data and insights from other disciplines (e.g. sociology, psychology). As the decomposition

analysis shows, we were unable to find survey variables that explain the observed leisure

gaps.

With more outcomes, the gap can more plausibly be referred to as “the well-being gap”, in

line with the literature that proxies well-being by considering multiple life outcomes together

(Stiglitz et al. 2010). Leisure time is an important determinant of well-being and, as the

empirical analysis shows, leisure time gaps are an increasingly important part of the gender

gap. Reducing them should therefore be the main objective of labour market policies, as is

the case with wage gaps. The consequence of leisure gaps is not only unequal opportunities

between men and women, but also foregone economic activity. Women’s lower use of leisure

time has a negative impact on their well-being and health (Bianchi and Mattingly 2003;

Passias et al. 2017; Pepin et al. 2018), which in turn affects their productivity and labour

market participation (Chen and Chevalier 2008; Floro and Komatsu 2011). Reducing the

leisure gap is linked to reducing the unpaid domestic work gap, as the two are interrelated

(Campaña et al. 2023). To this end, the European Union has recently proposed several

measures under the European Pillar of Social Rights. These include the introduction of

paternal leave and ensuring that part of parental leave is not transferable between parents,

the introduction of care giver leave, and the right to request flexible working arrangements

for care giver and working parents of children up to the age of eight. These policies pro-

mote a more equal sharing of parental responsibilities between men and women and greater

flexibility in combining work with care responsibilities, which are typically carried out by

women. They are consistent with the literature (see e.g. Shang 2022 for a review) as policy

measures to reduce unpaid work gaps. More is needed in the area of tax policies that do not

discourage the second earner, typically a woman, from working, and especially in the area

of changing gender roles within families, e.g. school programs, media campaigns (Lee 2023).

The current framework can be further used, for example, to study gender differences in

income and health, in time spent on joint housework and childcare, or to compare the joint

labour supply of couples at different points in time, and so on. A natural extension is to

obtain results similar to Proposition 1 for a more general valuation function, namely the one
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that applies CES aggregation in the first stage. This would allow the degree of substitution

in the individual welfare function to vary. Seth (2013) is helpful in this respect, as he proves

this result in a more restrictive framework than ours. Another natural extension for further

research concerns decomposition. We focus on the so-called "aggregate decomposition" i.e.

the collective contribution of covariates to the gap (i.e. the composition effect) and the

residual part. A detailed decomposition is one in which the contribution of each covariate to

the gap can be assessed. This decomposition is difficult to obtain even for a single outcome

(Fortin et al. 2011). However, we claim that it can be approximated by the Shapley value

decomposition based on Shorrocks (2013). According to the Shapley value decomposition,

the total contribution of a feature/factor is defined as the expected marginal decrease in the

distributional statistic under consideration caused by the elimination of this factor, when

the expectation is taken over all possible combinations of the elimination of this factor. Here

the marginal change is not the statistic per se, but the gap. This makes the decomposition

a bit more tricky to define, but for the composition effect it is feasible. Furthermore, it is

well known (see e.g. DiNardo et al. 1996) that a detailed decomposition generally depends

on the order in which the effect of each variable is calculated, which is undesirable. The

Shapley decomposition has the added value of being path independent and precise.26
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Appendix A

Statement of Proposition 1. In the proof we will need to move flexibly between one- and

two-dimensional settings. To do this, we introduce a concept that is well known in measure

theory, namely the push-forward measure. Let X be a random variable over Rn with dis-

tribution F and let ψ : Rn 7→ Rm be a Borel function. Then the distribution of ψ(X) is

given by the push-forward measure of F , ψ∗(F ) given by P(ψ(X) ∈ B) = P(X ∈ ψ−1(B)) =

F (ψ−1(B)) = ψ∗(F )(B), where B ∈ Rm denotes a Borel set.

Let F1,F2 denote the space of, respectively, univariate and bivariate distributions with

compact and positive support and letW : F2 7→ R+. Now we impose the following properties

on W .

Consistency (C) Let ψ : R2 7→ R be a strictly increasing and continuous function and

ψ∗(F ) the pushforward measure induced by it.27 For all F1, F2 ∈ F2 such that
27Here to have a pushforward measure it suffices to assume that ψ is a Borel function, but the other
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ψ∗(F1) = ψ∗(F2), we have W (F1) = W (F2) i.e. W is consistent with the pushfor-

ward measure.

Normalisation (NORM) Let ψ(w,w) = w and W (δ(w,w)) = w.

Monotonicity (MON) For all F1, F2 ∈ F2, if F1 ≤ F2 with strict inequality for at least

one point, then W (F1) > W (F2).

Subgroup Consistency (SC) For all F1, F2 ∈ F2 such that W (F1) = W (F2) and all

F3 ∈ F2 and λ ∈ (0, 1), we have W (λF1 + (1− λ)F3) =W (λF2 + (1− λ)F3).

Ratio-scale invariance (RSI) For all F1, F2 ∈ F2 such that W (F1) = W (F2) if and

only if for all c1, c2 > 0, W (µ∗(F1)) = W (µ∗(F2)), where µ : R2 7→ R2 is given by

µ(y1, y2) = (c1y1, c2y2).

The aforementioned axioms have been described in Section 2 in an informal manner;

therefore, here we provide only a brief description. The pushforward measure enables the

change of variables from a two-dimensional setting to a unidimensional setting, thus paving

the way for W to be the two-stage aggregation function, with the first stage performed via

ψ. In order for W to be consistent with this change, consistency (C) must hold. Normalisa-

tion (NORM) provides a natural cardinalisation of W . If each individual has an amount w

of each good, then the population mean or social welfare level is w. Monotonicity (MON)

states that more is better. The distribution that first-order stochastically dominates the

other naturally has a higher mean (or welfare). Subgroup consistency (SC) ensures that

the population level of W is related to its levels in subgroups; if the latter does not change,

neither does the former. Finally, Ratio-Scale Invariance (RSI) requires the rankings imposed

by W to be independent of the units of measurement. We will now present Proposition 1 in

a more formal manner.

Proposition 1. Let F2 denote the space of bivariate distributions with compact and positive

support. W : F2 7→ R+ fulfils C, NORM, MON, SC and RSI if and only if W is of the form

W (F ) =

(ˆ (
yα1 y

1−α
2

)ϵ dF
) 1

ϵ

,

where ϵ ̸= 0 and α ∈ (0, 1).

Proof of Proposition 1. The sufficiency part of the proof is relatively straightforward, so we

will comment on it at the end and begin with the necessity part. Let W fulfil C, NORM,

MON and SC. Our objective is to define ψ∗(W ), which acts on F1, and to demonstrate that

it also fulfils NORM, MON and SC. This will enable us to apply a known result, which

provides the general functional form of ψ∗(W ).

properties will be needed in the proof.
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For a given cumulative distribution functionG ∈ F1 we define F ∈ F2 by F (s, t) := G(x),

where x = ψ(min(s, t),min(s, t)). By the properties of ψ elucidated in C, F is a well-defined

cumulative distribution function. Furthermore, by NORM F (s, t) := G(min(s, t)). We have

ψ∗(F ) = G and will call F the lift of G under ψ. Thus, for every measure in F1 there

is a corresponding measure in F2 (potentially not unique). We define ψ∗(W ) : F1 7→ R+

that fulfills ψ∗(W )(ψ∗(F )) :=W (F ) for any F ∈ F2, which by C is well-defined and by the

construction of the lift is defined everywhere.

Now we are ready to show that ψ∗(W ) fulfills univariate versions of NORM, MON and

SC. For NORM, let δ(w,w) ∈ F2. Then, ψ∗(δ(w,w)) = δw ∈ F1, and thus ψ∗(W )(δw) =

W (δ(w,w)) = w. To show MON let us take G1, G2 ∈ F1 such that G1 ≤ G2 with strict

inequality in at least one point, and F1, F2 ∈ F2 be their lifts. Then, it is true that F1 ≤ F2,

because for any (s, t) ∈ R2
+ we have F1(s, t) = G1(min(s, t)) ≤ G2(min(s, t)) = F2(s, t)

and F1 < F2 when G1 < G2. Thus W (F1) > W (F2) and ψ∗(W )(G1) > ψ∗(W )(G2).

Similarly one can show that the lift operation commutes with linear combinations, so that

ψ∗(W ) fulfills SC. Namely, let G1, G2 ∈ F1, and Fi(s, t) = Gi(min(s, t)), i ∈ {1, 2} be their

lifts. Then, for any λ we have that λF1 + (1 − λ)F2 is a lift of λG1 + (1 − λ)G2. Let us

now fix G1, G2, G3 ∈ F1 and F1, F2, F3 ∈ F2 be their lifts. Let λ ∈ (0, 1). Assume that

ψ∗(W )(G1) = ψ∗(W )(G2), which implies W (F1) =W (F2). Then, for any λ we have

ψ∗(W )(λG1+(1−λ)G3) =W (λF1+(1−λ)F3) =W (λF2+(1−λ)F3) = ψ∗(W )(λG2+(1−λ)G3).

Now, knowing that ψ∗(W ) fulfills NORM, MON, SC, we can use the well-known result on

the generalised mean by de Finetti (1931) for distributions with compact support, namely,

ψ∗(W ) : F1 7→ R+ fulfills NORM, MON and SC if and only if there exists a continuous and

strictly increasing function ḡ : R+ 7→ R+ such that for every G ∈ F1, we have

ψ∗(W )(G) = ḡ−1

(ˆ
ḡ(y)dG(y)

)
. (9)

Let us now take F ∈ F2. Using the main property of the pushforward measure for integrals

(i.e. the change-of-variables formula), we have

W (F ) = ψ∗(W )(ψ∗(F )) = ḡ−1

(ˆ
ḡ(y)dψ∗F (y)

)
= ḡ−1

(ˆ
ḡ(ψ(y1, y2))dF (y1, y2)

)
.

Letting u := ḡ(ψ(y1, y2)) and g := ḡ−1, we write28

W (F ) = g

(ˆ
u(y1, y2)dF

)
.

Now, let W fulfill RSI. We have

g

(ˆ
u(y1, y2)dF1

)
= g

(ˆ
u(y1, y2)dF2

)
⇐⇒ g

(ˆ
u(y1, y2)dµ∗(F1)

)
= g

(ˆ
u(y1, y2)dµ∗(F2)

)
28W̃ =

´
u(y1, y2)dF is called an additive separable or utilitarian welfare function in social choice literature

(Atkinson 1970). Despite its restrictiveness, it is an assumption that is often made in this literature (Gajdos

and Weymark 2012). We do not impose it, but we see clearly that W is a monotone transformation of W̃ .
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We can leave g which is invertible and knowing that
´
u(y1, y2)dµ∗(F2) =

´
u(µ(y1, y2))dF2 =´

u(c1y1, c2y2)dF2, we have

ˆ
u(y1, y2)dF1 =

ˆ
u(y1, y2)dF2 ⇐⇒

ˆ
u(c1y1, c2y2)dF1 =

ˆ
u(c1y1, c2y2)dF2.

In particular, we choose F1, F2 to be of the form 1
n

∑n
i=1 δ(xj

i ,y
j
i )
, j ∈ {1, 2}. Then the above

equivalence boils down

n∑
i=1

u(x1i , y
1
i ) =

n∑
i=1

u(x2i , y
2
i ) ⇐⇒

n∑
i=1

u(c1x
1
i , c2y

1
i ) =

n∑
i=1

u(c1x
2
i , c2y

2
i ).

Now, applying the results of Aczél et al. (1986) and Tsui (1995) it follows that u has

to be of the form: (1) u(y1, y2) = yr11 y
r2
2 , where r1, r2, b are arbitrary constants, or (2)

u(y1, y2) = r1 ln y1+ r2 ln y2. We exclude (2), because it imposes independence of outcomes.

Therefore, W is of the form W (F ) = g(b
´
yr11 y

r2
2 dF ).

Let us note that by RSI and NORM, W is linearly homogeneous. That is, let us take in

RSI c1 = c2 = c i.e. µ(y1, y2) = (cy1, cy2). We have

W (F ) =W (δw,w) ⇐⇒ W (µ∗(F )) =W (µ∗(δw,w)).

We have W (µ∗(δw,w)) = W (δcw,cw) and by NORM, W (δw,w) = w and W (δcw,cw) = cw.

Therefore, W (µ∗(F )) = cw = cW (F ). Further utilizing RSI for c1 = c2 = c, we write

W = g

(
b

ˆ
(cy1)

r1(cy2)
r2dF

)
= g

(
cr1+r2b

ˆ
yr11 y

r2
2 dF

)
.

Denoting t := b
´
yr11 y

r2
2 dF and using the fact that W is linearly homogeneous, we have that

g(cr1+r2t) = cg(t), which means that g is homogeneous of degree 1
r1+r2

i.e. g(t) = t
1

r1+r2 . In

order for W with such g to be monotone, b > 0. In what follows we set b = 1 and obtain

W (F ) =

(ˆ
yr11 y

r2
2 dF (y1, y2)

) 1
r1+r2

. (10)

Furthermore, we have that ψ(y1, y2) := (yr11 y
r2
2 )

1
r1+r2 , so ψ(w,w) = w.

In the reverse direction, (10) fulfills MON, because first-order stochastic dominance is

equivalent to the dominance by expected utility which is preserved under monotone trans-

formation. (10) also fulfills SC by the linearity of the integral, and C with ψ given in the

previous paragraph. Obviously, it fulfills RSI. Finally, replacing ϵ = r1 + r2 and α = r1
r1+r2

we obtain (1).

Proof of Proposition 2. It is evident from the properties of logarithm:

ln

(ˆ
yr11 y

r2
2 dF (y1, y2)

) 1
r1+r2

=
1

r1 + r2
ln

ˆ
yr11 dF1(y1)×

ˆ
yr22 dF2(y2)×

( ´
yr11 y

r2
2 dF (y1, y2)´

yr11 dF1(y1)
´
yr22 dF2(y2)

)
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=
1

r1 + r2
ln

(ˆ
yr11 dF1(y1)

) r1
r1

(ˆ
yr22 dF2(y2)

) r2
r2

( ´
yr11 y

r2
2 dF (y1, y2)´

yr11 dF1(y1)
´
yr22 dF2(y2)

)
=

=
r1

r1 + r2
ln

(ˆ
yr11 dF1(y1)

) 1
r1

+
r2

r1 + r2
ln

(ˆ
yr22 dF2(y2)

) 1
r2

+
1

r1 + r2
ln

( ´
yr11 y

r2
2 dF (y1, y2)´

yr11 dF1(y1)
´
yr22 dF2(y2)

)
.

The exact same line of reasoning applies to θ.

Proof of Proposition 3. Given the definition of the marginal of the counterfactual distribu-

tion, we have

F 1
1|0(y1) := F1|0(y1,∞) =

ˆ
F1|1(y1,∞|x)dFX0(x) =

ˆ
FY 1<1|1>(y1|x)dFX0(x)

=FY1<1|0>

and similarly for F 2
1|0,

F 2
1|0(y2) := F1|0(∞, y2) =

ˆ
F1|1(∞, y2|x)dFX0(x) =

ˆ
FY 2<1|1>(y2|x)dFX0(x)

=FY2<1|0>

Proof of Proposition 4. It follows directly from Proposition 2, definitions of the gaps using

W and θ and decomposition (7).

Proof of Proposition 5. (8) is known as Sincov’s functional equation (Aczél 1966, p. 223)

and as such has the solution described in Proposition 5 without any further assumptions.

As for the second part of Proposition 5, let u = f1|1 − f1|0 and v = f1|0 − f0|0, then

ρ(u)+ρ(t) = ρ(u+v), which is the well-known Cauchy functional equation that has solution

ρ(t) = at for some constant a.

The extension to multiple outcomes and groups. We show in the case of two groups (men and

women) compared on two outcomes (wage and leisure) that using well-known multivariate

measures of welfare and equality such as (1) and (2), gender differences can be easily anal-

ysed. Both of these restrictions can be relaxed. An extension to more than two outcomes
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means that Y is a member of Yd ⊆ Rd
+, where d > 2. Multivariate welfare and equality

measures are defined for any number of outcomes. For example, the attribute decomposition

of W in this case is as follows

ln (W ) =
r1∑d
i=1 ri

ln (W1) + . . .+
rd∑d
i=1 ri

ln (Wd) +
1∑d
i=1 ri

ln (κ) ,

where Wd are the same unidimensional welfare indices as in (3) and

κ(F ) =

´
yr11 . . . yrdd dF´

yr11 dF1 . . .
´
yrdd dFd

.

The extension to multiple groups arises naturally in the context of racial disparities - the

comparison of whites, blacks and Hispanics, and other groups. This extension requires

only new notation, which is provided in Chernozhukov et al. (2013). Let the populations

be labelled k ∈ K, where |K| is the number of populations, and for each population k

there is a random dx-vector Xk of covariates and a random d- vector Yk of outcomes. The

covariate vector is observable in all populations, but the outcome vector is only observable

in populations j ∈ J ∈ J . We denote the support of Xk by Xk ⊆ Rdx and the region of

interest for Yj by Yj ⊆ Rd. The counterfactual distribution is constructed by integrating

the conditional distribution FYj |Xj
in population j with respect to the covariate distribution

FXk
in population k, namely

FY <j|k>(y) :=

ˆ
Xk

FYj |Xj
(y|x)dFXk

(x), y ∈ Yj

We define a counterfactual effect as the result of a shift from one counterfactual distribu-

tion FY <l|m> to another FY <j|k> for some j, l ∈ J and m, k ∈ K: ∆(y) = FY <j|k>(y) −
FY <l|m>(y). The rest of the analysis follows using such defined objects.
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Appendix B

Table 1: Descriptive statistics

all (st.dev) male (st.dev) female (st.dev)

Hourly wage (2022 US$) 26.79 (18.37) 29.13 (19.50) 24.17 (16.63)

Leisure per day (minutes) 246.77 (169.71) 263.53 (178.78) 228.02 (156.84)

Sex (1-female) 0.53 (0.50) 1.00 (0.00) 0.00 (0.00)

Education (1 - bachelor or higher) 0.37 (0.48) 0.36 (0.48) 0.39 (0.49)

Number of children 0.78 (1.11) 0.79 (1.13) 0.77 (1.09)

Residence (1 - metropolitan) 0.85 (0.35) 0.86 (0.35) 0.85 (0.35)

Age 40.69 (14.07) 40.45 (13.94) 40.97 (14.20)

Race (1-white) 0.68 (0.47) 0.67 (0.47) 0.68 (0.47)

Type of employment (1 - Full-time) 0.81 (0.39) 0.87 (0.34) 0.74 (0.44)

Age of the youngest child 7.68 (5.43) 7.39 (5.45) 8.01 (5.40)

Partner (1 - present) 0.60 (0.49) 0.63 (0.48) 0.57 (0.50)

Working partner (1 - present) 0.45 (0.50) 0.43 (0.50) 0.48 (0.50)

Work-time on a diary day (minutes) 323.14 (251.09) 345.97 (255.85) 297.61 (243.13)

Diary day (1 - weekend) 0.29 (0.45) 0.29 (0.45) 0.29 (0.45)

Number of observations 5183.94 (902.29) 2733.78 (460.07) 2450.16 (444.11)

Note: Table contains a weighted summary statistics across period 2005-2022. Own calculations based on The
American Time Use Survey years 2005-2022.
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Figure 6: Joint, wage and leisure gaps (women-men) 2005-2022: varying individual elastici-

ties

(a) (α = 0.8, ϵ = −1) (b) (α = 0.2, ϵ = −1)

(c) (α = 0.8, ϵ = 1) (d) (α = 0.2, ϵ = 1)

Note: Figure contains gaps (women-men) calculated according to (1) for different values of α and ϵ and univariate
gaps calculated according to measures in Proposition 2. Own calculations based on The American Time Use Survey
years 2005-2022.
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Table 2: Dependence measure κ

women men

Year (-3) (-2) (-1) (1) (2) (3) (-3) (-2) (-1) (1) (2) (3)

2005 0.915 0.963 0.991 0.992 0.970 0.940 0.993 0.983 0.992 0.987 0.950 0.898

2006 1.045 1.005 0.997 0.994 0.971 0.930 0.973 0.987 0.995 0.993 0.972 0.943

2007 1.036 1.001 0.996 0.996 0.987 0.981 1.029 0.992 0.993 0.990 0.964 0.928

2008 1.018 0.997 0.995 0.991 0.964 0.925 0.956 0.972 0.992 0.992 0.970 0.941

2009 0.922 0.964 0.991 0.991 0.967 0.929 1.068 1.009 0.997 0.994 0.975 0.950

2010 0.945 0.966 0.991 0.991 0.965 0.932 1.024 0.989 0.992 0.989 0.959 0.916

2011 0.976 0.981 0.994 0.993 0.973 0.941 0.907 0.956 0.989 0.989 0.961 0.922

2012 1.009 0.989 0.994 0.991 0.964 0.921 0.853 0.939 0.987 0.991 0.973 0.956

2013 0.966 0.973 0.992 0.993 0.978 0.963 1.134 1.019 0.995 0.990 0.961 0.925

2014 0.976 0.981 0.994 0.995 0.985 0.978 0.949 0.964 0.989 0.989 0.960 0.921

2015 0.986 0.981 0.992 0.990 0.962 0.920 0.986 0.986 0.994 0.993 0.972 0.942

2016 0.990 0.987 0.995 0.995 0.983 0.974 0.960 0.973 0.991 0.989 0.960 0.918

2017 0.996 0.989 0.995 0.994 0.980 0.962 1.027 0.990 0.990 0.987 0.952 0.903

2018 0.960 0.979 0.995 0.996 0.989 0.977 0.908 0.947 0.986 0.987 0.955 0.910

2019 1.085 1.019 0.997 0.991 0.961 0.910 1.096 1.015 0.995 0.991 0.966 0.937

2020 0.973 0.995 0.999 0.998 0.991 0.977 0.899 0.952 0.989 0.992 0.975 0.954

2021 1.070 1.021 0.999 0.993 0.971 0.934 0.807 0.919 0.985 0.993 0.982 0.981

2022 1.051 1.010 0.998 0.995 0.984 0.975 0.920 0.976 0.997 0.999 0.996 0.999

Note: Table contains κ calculated as in Proposition 2 for α = 0.5 and different values of sensitivity parameter ϵ.
Own calculations based on The American Time Use Survey years 2005-2022.
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Table 3: Counterfactual effects for wages and leisure

wage composition wage structural

Year -3 -2 -1 1 2 3 -3 -2 -1 1 2 3

2005 -0.061 -0.058 -0.051 -0.038 -0.032 -0.026 -0.158 -0.174 -0.191 -0.217 -0.223 -0.223

2006 -0.061 -0.070 -0.070 -0.074 -0.076 -0.079 -0.134 -0.134 -0.138 -0.136 -0.130 -0.121

2007 -0.080 -0.079 -0.069 -0.049 -0.039 -0.029 -0.059 -0.070 -0.088 -0.117 -0.125 -0.127

2008 -0.075 -0.075 -0.066 -0.048 -0.040 -0.034 -0.133 -0.131 -0.137 -0.145 -0.145 -0.141

2009 -0.093 -0.095 -0.086 -0.070 -0.063 -0.054 -0.087 -0.092 -0.104 -0.124 -0.131 -0.137

2010 -0.071 -0.074 -0.065 -0.046 -0.037 -0.029 -0.083 -0.083 -0.092 -0.111 -0.120 -0.129

2011 -0.047 -0.064 -0.061 -0.051 -0.045 -0.037 -0.063 -0.065 -0.086 -0.123 -0.138 -0.148

2012 -0.084 -0.093 -0.086 -0.067 -0.057 -0.046 -0.067 -0.069 -0.085 -0.115 -0.125 -0.133

2013 -0.067 -0.080 -0.074 -0.058 -0.049 -0.039 -0.075 -0.074 -0.092 -0.124 -0.136 -0.144

2014 -0.062 -0.078 -0.072 -0.055 -0.046 -0.037 -0.109 -0.101 -0.114 -0.142 -0.153 -0.161

2015 -0.045 -0.069 -0.065 -0.054 -0.047 -0.039 -0.131 -0.116 -0.127 -0.143 -0.148 -0.150

2016 -0.044 -0.055 -0.049 -0.035 -0.027 -0.020 -0.111 -0.111 -0.124 -0.144 -0.147 -0.146

2017 -0.053 -0.070 -0.063 -0.044 -0.034 -0.026 -0.086 -0.084 -0.103 -0.129 -0.135 -0.136

2018 -0.033 -0.053 -0.051 -0.042 -0.036 -0.027 -0.123 -0.115 -0.128 -0.154 -0.169 -0.187

2019 -0.003 -0.016 -0.015 -0.010 -0.007 -0.003 -0.176 -0.171 -0.178 -0.191 -0.196 -0.199

2020 -0.044 -0.076 -0.068 -0.054 -0.049 -0.043 -0.121 -0.088 -0.098 -0.114 -0.117 -0.116

2021 -0.049 -0.068 -0.068 -0.063 -0.058 -0.053 -0.078 -0.065 -0.071 -0.078 -0.080 -0.079

2022 -0.032 -0.059 -0.056 -0.048 -0.043 -0.038 -0.078 -0.059 -0.068 -0.085 -0.091 -0.097

Mean -0.056 -0.068 -0.063 -0.050 -0.044 -0.037 -0.104 -0.100 -0.113 -0.133 -0.139 -0.143

leisure composition leisure structural

Year -3 -2 -1 1 2 3 -3 -2 -1 1 2 3

2005 0.058 0.063 0.061 0.051 0.046 0.041 -0.212 -0.205 -0.186 -0.165 -0.164 -0.164

2006 0.013 0.019 0.020 0.021 0.021 0.021 -0.239 -0.242 -0.214 -0.181 -0.174 -0.170

2007 0.072 0.079 0.072 0.064 0.062 0.059 -0.304 -0.297 -0.237 -0.198 -0.194 -0.191

2008 -0.004 0.007 0.014 0.023 0.024 0.024 -0.204 -0.213 -0.206 -0.191 -0.187 -0.183

2009 0.082 0.097 0.091 0.085 0.083 0.081 -0.180 -0.221 -0.223 -0.224 -0.227 -0.229

2010 0.054 0.062 0.059 0.057 0.056 0.054 -0.186 -0.209 -0.201 -0.192 -0.191 -0.189

2011 0.012 0.025 0.031 0.039 0.042 0.043 -0.130 -0.152 -0.145 -0.146 -0.153 -0.160

2012 0.082 0.086 0.083 0.077 0.074 0.072 -0.234 -0.244 -0.235 -0.216 -0.210 -0.206

2013 0.047 0.056 0.055 0.048 0.043 0.038 -0.214 -0.226 -0.210 -0.182 -0.173 -0.166

2014 0.039 0.049 0.054 0.057 0.057 0.056 -0.143 -0.173 -0.192 -0.210 -0.213 -0.214

2015 0.036 0.045 0.047 0.051 0.051 0.051 -0.173 -0.195 -0.191 -0.178 -0.174 -0.171

2016 0.068 0.077 0.077 0.075 0.073 0.071 -0.234 -0.241 -0.227 -0.203 -0.197 -0.194

2017 0.092 0.080 0.059 0.046 0.046 0.045 -0.257 -0.250 -0.205 -0.185 -0.188 -0.193

2018 0.015 0.027 0.030 0.032 0.032 0.029 -0.210 -0.236 -0.234 -0.220 -0.213 -0.206

2019 0.059 0.070 0.076 0.072 0.068 0.062 -0.181 -0.220 -0.230 -0.223 -0.216 -0.205

2020 0.049 0.041 0.038 0.033 0.031 0.030 -0.226 -0.229 -0.225 -0.214 -0.209 -0.204

2021 0.076 0.076 0.071 0.065 0.063 0.061 -0.241 -0.240 -0.200 -0.163 -0.155 -0.147

2022 0.020 0.034 0.040 0.045 0.045 0.045 -0.201 -0.207 -0.180 -0.138 -0.125 -0.114

Mean 0.048 0.055 0.054 0.052 0.051 0.049 -0.209 -0.222 -0.208 -0.191 -0.187 -0.184

Note: Table contains counterfactual gaps for leisure calculated according to Proposition 4. Own calculations based
on The American Time Use Survey years 2005-2022.
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